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Abstract
Vision-Language Models (VLMs) have become a
cornerstone in multi-modal artificial intelligence,
enabling seamless integration of visual and tex-
tual information for tasks such as image caption-
ing, visual question answering, and cross-modal
retrieval. Despite their impressive capabilities,
these models often exhibit inherent vulnerabilities
that can lead to safety failures in critical applica-
tions. Red-teaming is an important approach to
identify and test system’s vulnerabilities, but how
to conduct red-teaming for contemporary VLMs
is an unexplored area. In this paper, we propose a
novel multi-modal red-teaming approach, TRUST-
VLM, to enhance both the attack success rate and
the diversity of successful test cases for VLMs.
Specifically, TRUST-VLM is built upon the in-
context learning to adversarially test a VLM on
both image and text inputs. Furthermore, we in-
volve feedback from the target VLM to improve
the efficiency of test case generation. Extensive
experiments show that TRUST-VLM not only out-
performs traditional red-teaming techniques in
generating diverse and effective adversarial cases
but also provides actionable insights for model
improvement. These findings highlight the im-
portance of advanced red-teaming strategies in
ensuring the reliability of VLMs.
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1. Introduction
Vision-Language Models (VLMs), such as LLaVA (Liu
et al., 2023), GPT-4V (OpenAI, 2023b), Qwen-VL (Bai
et al., 2023), have become a pivotal advancement in artificial
intelligence, enabling systems to process and understand
information across visual and textual modalities. These
models have demonstrated remarkable capabilities in tasks
such as image captioning, visual question answering, cross-
modal retrieval, and visual grounding (Radford et al., 2021;
Alayrac et al., 2022). Their ability to bridge the semantic gap
between images and texts has made them indispensable in
numerous applications, ranging from assistive technologies
to autonomous systems and content creation.

However, the deployment of VLMs in real-world scenarios
brings forth significant challenges. Despite their impressive
performance, these models remain vulnerable to adversarial
attacks and other unintended behaviors, which can lead to
safety failures in critical settings. For instance, small pertur-
bations in the input (Carlini et al., 2024; Tao et al., 2024),
subtle changes in context (Guo et al., 2024), or maliciously
crafted prompts (Wu et al., 2023) can trigger offensive or
harmful content. These vulnerabilities pose serious risks
in applications like healthcare diagnostics (Lin et al., 2024)
and autonomous driving (Cui et al., 2024), where reliability
and safety are paramount.

Red-teaming has emerged as a promising methodology for
systematically identifying vulnerabilities and safety risks
in AI systems (Ganguli et al., 2022). Originating from
the field of cybersecurity, red-teaming involves simulating
adversarial scenarios to stress-test models and uncovering
weaknesses (de La Vallée et al., 2022). In the context of
Deep Learning (DL) models, red-teaming aims to evaluate
their robustness by generating adversarial examples or sce-
narios that expose potential failure points. This approach
is vital for ensuring that DL models can perform reliably
under diverse and unpredictable conditions. Ganguli et al.
(2022) propose a manual red-teaming approach for Large
Language Models (LLMs) to identify potentially harmful
outputs. Additionally, Perez et al. (2022) introduce a method
for red-teaming LLMs using language models, which en-
hances efficiency and mitigates potential bias. To study the
robustness of VLMs to adversarial attacks, several jailbreak
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benchmarks (Liu et al., 2025; Luo et al., 2024) and ap-
proaches (Li et al., 2025; Wang et al., 2024b) are developed.
Li et al. (2024c) propose the first red-teaming benchmark,
while (Liu et al., 2024) introduce an automatic red-teaming
method designed for VLMs.

Despite these efforts, existing red-teaming methods for
VLMs face several limitations. Firstly, traditional manual
red-teaming methods are inefficient, as they require human
effort to design test inputs and assess the harmfulness of
outputs, which may also introduce unpredictable biases.
Secondly, while existing jailbreak methods can automate
the generation of harmful inputs, they are generally limited
to specific types of inputs or outputs and cannot compre-
hensively evaluate the robustness of VLMs against harmful
inputs across various categories. Thirdly, although the exist-
ing red-teaming method (Liu et al., 2024) can automate the
generation of diverse harmful test inputs, its lack of effec-
tive feedback based on the model’s responses significantly
reduces its efficiency in generating effective test cases.

To address these limitations, in this paper, we propose a
novel red-teaming approach to the systematic identifica-
tion of vulnerabilities in VLMs. We name our approach
TRUST-VLM: Thorough Red-teaming for Uncovering
Safety Threats in Vision-Language Models. It features
three core components: Test Case Generation, Execution
and Evaluation, and Refinement. In the Test Case Genera-
tion phase, diverse real-world scenarios are automatically
crafted with a red-teaming model cooperating with a text-
to-image model. The red-teaming model generates both
textual prompts and visual content captions. Then, the text-
to-image model is employed to generate the visual test cases
for VLMs. During the Execution and Evaluation phase, the
VLM’s responses are analyzed by moderation models to
assess safety violations. Finally, in the Refinement phase,
feedback from the VLM’s responses and the analysis from
the moderation models is used to provide detailed instruc-
tions for the red-teaming model to iteratively improve failed
test cases, enhancing attack success rates and effectiveness.

By integrating the feedback-based refinement with multi-
modal test case generation, TRUST-VLM provides a system-
atic and adaptive way for identifying VLMs’ safety issues.
To evaluate the effectiveness of TRUST-VLM, we conduct
comprehensive experiments on four open-source models
(LLaVA-v1.5-13B, Qwen2-VL-7B, DeepSeek-VL-7B, and
Phi-3-Vision-128K) and a commercial model (GPT-4o) with
six harmful categories. Our results demonstrate that TRUST-
VLM achieves an average fault detection rate of 95% on
LLaVA-v1.5-13B and 82.04% on GPT-4o, highlighting its
effectiveness in identifying safety vulnerabilities across dif-
ferent VLM architectures. The results indicate that TRUST-
VLM is a valuable tool for discovering VLM robustness and
safety. Our main contributions are as follows:

• We introduce an innovative red-teaming framework to
systematically uncover safety vulnerabilities in VLMs
with black-box access. Our approach emphasizes generat-
ing diverse and highly effective adversarial scenarios to
stress-test VLMs in complex, real-world settings.

• Our method improves both the fault detection rate and the
diversity of generated test cases, addressing limitations
in traditional red-teaming techniques and ensuring more
comprehensive evaluations of VLM robustness.

• By analyzing the weaknesses identified through red-
teaming, we provide practical recommendations for im-
proving the safety and reliability of VLMs.

2. Related Works
2.1. Vision-Language Models

Vision-Language Models (VLMs) designed for understand-
ing tasks, such as LLaVA, GPT-4V, and Qwen-VL, have
emerged as critical tools in multi-modal artificial intelli-
gence. These models are capable of processing both image
and text inputs to generate coherent and contextually ap-
propriate text responses, enabling them to tackle a range of
applications, including visual question answering (VQA),
visual dialogue, and image-grounded reasoning. Unlike
traditional vision-only or text-only models, these advanced
VLMs aim to bridge the semantic gap between modalities,
achieving a deeper and more nuanced understanding of
multi-modal data. VLMs have advanced significantly in
tasks such as image captioning, visual question answering,
and visual grounding (Radford et al., 2021; Alayrac et al.,
2022; Li et al., 2022).

Despite their impressive capabilities, the reliance on large,
uncurated datasets for pretraining often introduces biases
and spurious correlations, which can propagate into model
outputs. For instance, biases in visual datasets may lead
to incorrect assumptions about certain object relationships,
while biases in text data may result in stereotypical or biased
responses. The complexity of combining visual and textual
modalities further compounds these issues, as interactions
between the two can amplify existing vulnerabilities.

Moreover, these VLMs face critical vulnerabilities that can
hinder their reliability in real-world applications. Adversar-
ial inputs, whether in the form of altered images or mislead-
ing textual prompts, can exploit weaknesses in the model’s
multi-modal reasoning process, leading to erroneous outputs.
For example, slight perturbations in an image or carefully
designed text prompts can cause models to misinterpret vi-
sual content or generate nonsensical responses (Dou et al.,
2023; Zhang & Li, 2019). These failures are particularly
concerning in high-stakes scenarios, such as autonomous
systems or medical diagnostics, where robust and accurate
performance is essential.
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2.2. Red-teaming

Red-teaming has been widely adopted in artificial intelli-
gence as a methodology to uncover vulnerabilities and im-
prove the robustness of models. Early approaches focused
on adversarial testing for computer vision models, leverag-
ing adversarial perturbations to expose weaknesses in image
classifiers (Goodfellow et al., 2015; Yuan et al., 2019). Sim-
ilar efforts in natural language processing (NLP) involved
adversarial text examples to evaluate robustness in tasks like
sentiment analysis and machine translation (Jin et al., 2020).
More recently, the scope of red-teaming has expanded to
include multi-modal systems, highlighting the importance
of stress-testing Vision-Language Models (VLMs) under
diverse conditions (OpenAI, 2023a).

While red-teaming has proven effective in single-modality
domains, its application to VLMs is still nascent and faces
several challenges. Traditional methods for adversarial test-
ing in VLMs often adapt techniques from single-modality
frameworks (Tao et al., 2024), which fail to account for the
interdependencies between visual and textual modalities.
Moreover, these methods tend to prioritize attack success
over realism, producing adversarial examples that lack prac-
tical relevance. Recent efforts have explored multi-modal
adversarial testing (Li et al., 2025), but the lack of systematic
frameworks and the limited diversity of adversarial scenar-
ios have hindered progress. These gaps highlight the need
for innovative red-teaming strategies tailored specifically
for multi-modal systems.

2.3. Red-Teaming vs. Adversarial Attacks.

Red-teaming and adversarial attacks share the objective of
uncovering vulnerabilities in models but differ significantly
in their scope and purpose. Red-teaming leverages a variety
of attack techniques, such as adversarial images or jailbreak
prompts, to discover weaknesses in the target model. These
malicious inputs are used to probe the model’s vulnerabil-
ities, but the goal is not to maximize attack success but
rather to explore the model’s limitations comprehensively.
The primary differences between red-teaming and adver-
sarial attacks are: a) Purpose: Adversarial attacks aim to
expose model vulnerabilities through minimal perturbations
to inputs, often for benchmarking or testing defenses. Red-
teaming, on the other hand, seeks to improve the model
by identifying a broad range of vulnerabilities, including
those beyond simple perturbations. b) Techniques: While
adversarial attacks focus on creating specific perturbations
(e.g., pixel-level changes (Yuan et al., 2019) or token sub-
stitutions (Roth et al., 2021)), red-teaming employs a wider
array of techniques, including realistic adversarial examples,
ambiguous inputs, and contextual misalignment scenarios.
c) Scope: Adversarial attacks often operate in a black-box
setting or with minimal white-box access, focusing on at-

tacking a deployed model. Red-teaming operates with full
white-box access and is an iterative, developmental process
aimed at improving the model. In summary, red-teaming
serves as a broader evaluation framework that incorporates
adversarial attacks as tools but extends beyond their tradi-
tional scope to enhance the robustness, fairness, and relia-
bility of VLMs.

3. Preliminary
3.1. Red-Teaming for VLMs

Vision-language models are multi-modal machine learning
systems designed to process and understand inputs from
both visual and textual domains. Given an image I and a text
prompt T as inputs, the VLM will generate a corresponding
response R, which is typically a coherent and contextually
appropriate textual description or answer. Model developers
usually align the VLMs with human values to restrict the
response during the conversation, making it helpful and
harmless. However, malicious users can craft carefully
designed images and text prompts to make the VLM violate
its restriction to generate harmful content. Therefore, it is
critical to discover these risks in advance.

Red-teaming methods designed for VLMs aim to identify
their vulnerabilities and safety risks under various complex
test scenarios, to further help model developers enhance
their model’s safety. There are two main targets for a red-
teaming method. First, it should be effective in revealing
potential safety risks. Second, it should cover as many
aspects as possible. In a red-teaming method, it will generate
test cases as the input for the target VLM. Then, based on
the response of the VLM, it can determine the success of
the test cases and decide whether to refine the test cases.

3.2. Threat Model

In this section, we outline the threat model for our red-
teaming method. Specifically, we assume the executor of
our red-teaming method is the VLM developer, who aims
to find the potential safety risks before providing model
access to the public. Considering a more general scenario
in practice, we focus on a grey-box threat model, where the
executor has no information about the VLM’s architecture
and parameters. On the other hand, the executor can give the
VLM arbitrary inputs to test its safety. Because of the grey-
box threat model, the executor can bypass external detectors
of the VLM, which are used to detect harmful images and
text prompts in the inputs and harmful generated outputs.
Therefore, our proposed red-teaming method aims to reveal
the safety risks of the VLM itself. Our threat model is
justified as the red-teaming process can be internal, intended
to improve the robustness and reliability of the model. Our
method is a powerful and useful tool for model developers.
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Figure 1: Overview of our red-teaming approach for VLMs in a single test round.

4. Methodology

In this section, we introduce our proposed methodology,
which systematically addresses the limitations of existing
red-teaming approaches by emphasizing scenario diversity,
inter-modal interactions, and actionable insights.

4.1. Test Case Generation

Recent works have found that VLMs are more vulnerable
to multi-modality attacks than the attacks focus on single
modality (Yin et al., 2024). Besides, the correlations be-
tween the visual and textual inputs can further enhance
attack effectiveness (Wang et al., 2024b). Therefore, we
employ a pre-trained large language model, named the red-
teaming model in our method, to generate both the textual
and visual inputs simultaneously and take them as the test
cases of the target VLM.

Harmful Activity Generation. To generate the tips and
the image for a speci�c harmful category, we �rst provide
the red-teaming model with a pre-de�ned system prompt.
The system prompt is inspired by the in-context learning
(ICL) (Brown et al., 2020) method, in which we provide
8 demonstration examples. Speci�cally, for each harmful
category, we design a unique system prompt to meet the
requirement. The details of system prompts can be found
in Appendix F. Based on the given system prompt, the red-
teaming model will �rst determine a speci�c activity for this
test case generation process. This makes the generated test
case align with the target harmful activity. Then, the red-
teaming model will output a textual prompt and a caption
for image generation.

Textual Inputs Generation. The red-teaming model should
generate a variety of harmful prompts and images designed
to elicit harmful content from the target VLM. However,
current VLMs typically incorporate safety alignment mech-
anisms that allow them to reject explicitly harmful con-
tent. Nonetheless, the growing sophistication of VLMs'
comprehension capabilities introduces new risks. In our
red-teaming method, we leverage VLMs' deep semantic

understanding of inputs to implicitly embed harmful con-
tent within them, enabling a more thorough exploration of
their safety vulnerabilities. Speci�cally, instead of directly
generating a harmful text prompt, we break down the details
of a malicious question into semantics-related sentences,
dubbedtips, and compose them with a pre-de�ned template.

The tips are crafted to bypass content restrictions by subtly
hinting at the intended activity depicted in an image. The
instruction guides the red-teaming model toward generating
t harmful tips by breaking it down into smaller, less con-
spicuous steps, rather than directly asking the target VLM
to describe the content of the image. In our experiments, we
uset = 2 by default to balance the information abundance
and the implication of the harmful concept. The tips are
then �lled in a pre-de�ned prompt template to construct a
complete textual prompt for the target VLM.

Visual Inputs Generation. For the input image, we �rst
adopt the red-teaming model to generate a caption for the
selected activity in this test round. Similarly, to bypass the
safety alignment in the target VLM, the generated images
should include harmful content but not very obvious, oth-
erwise, the VLM will reject to response. Therefore, we
carefully manipulate our instructions for the red-teaming
ICL process so that the caption cohesively encapsulates the
intended scenario, which ensures the alignment between
textual and visual elements. Then, we use a text-to-image
model to convert the caption to an image, which will serve
as the other part of the input, complementing the text prompt
to form a holistic multimodal input for the VLM.

4.2. Test Case Execution and Evaluation

Once we have obtained test cases containing both text and
image inputs, we can proceed to execute and evaluate the
effectiveness of these test cases.

Test Case Execution.In the test case execution phase, we
combine the text and image inputs with the target VLM's
system prompt and feed them into the VLM, collecting
its responses. As outlined in Section 3.2, to evaluate the
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robustness of the VLM itself, we do not consider input or
output �lters in this phase. Nonetheless, we also assessed
the effectiveness of our red-teaming method under scenarios
where �lters are applied in our experiments (Section 5.2).

Test Results Evaluation.To evaluate the outputs produced
by the VLM, we utilize two moderation models: Llama
Guard 2 (Team, 2024) and MD Judge (Li et al., 2024b).
Both models are highly advanced in detecting harmful con-
tent, and the MD Judge can offer a detailed analysis of
the evaluation results by identifying speci�c contributing
factors. Following the moderation process, a structured eval-
uation report encompassing safety assessments and in-depth
analysis is generated. If the moderation models determine
the VLM's response to be harmful, the generated test case
will be considered successful, and we will start the next
round. Conversely, if the response is deemed safe, the anal-
ysis includes various aspects whether the VLM refuses to
respond, provides educational or safety-focused content, or
issues an ambiguous reply. This comprehensive analysis
is automatically generated by the MD Judge and provides
essential information for re�ning failed test cases in subse-
quent steps.

4.3. Test Case Re�nement

If a generated test case fails to elicit a harmful response
from the VLM, the test case re�nement process is initiated.
The objective is to enhance the failed test case by leveraging
the VLM's output and the evaluation analysis. To achieve
this, the VLM's output and evaluation results are processed
through a classi�er, which generates structured feedback.
This feedback guides the red-teaming model in re�ning
the failed test case, ensuring it becomes more effective in
subsequent iterations.

Identify Failure Characteristics. The feedback classi�er
employed is BART-Large-MNLI (Facebook, 2024), a model
known for its robust zero-shot capabilities in accurately
classifying text into multiple categories. Speci�cally, given
a text to classify and a set of candidate labels, the model
converts the classi�cation task into an entailment problem.
Then, each label is rewritten as a hypothesis, and the original
text is treated as the premise. The model will give a score
for each pair of the hypothesis and the premise. A threshold
parameter� is introduced to �lter out less con�dent results
and prioritize reliable predictions. In the TRUST-VLM
framework, this threshold is set to 0.75 by default, meaning
only predictions with scores above� are considered. We
pre-de�ne eight categories for the VLM's responses and the
other eight for the analysis results. Detailed descriptions are
provided in Appendix G.1. These prediction results are in-
strumental in identifying speci�c weaknesses in the model's
security response mechanisms and provide actionable in-
sights for re�ning the failed test cases, ensuring continuous

improvement of the red-teaming process.

Provide Re�nement Feedback.The classi�er's prediction
results are further processed using a pre-de�ned feedback
mapping, to build instructions that are easier for the red-
teaming model to understand. This mapping employs dis-
tinct strategies for predictions based on the VLM's response
and the moderation analysis. For the response predictions,
the goal is to guide the red-teaming model to re�ne prompts
and bypass refusal patterns, encouraging direct answers. For
instance, if the response falls under the ”refusal response”
category, the feedback mapping will suggest rephrasing the
prompt to avoid triggering rejection mechanisms. Similarly,
if the response is categorized as ”de�ection,” the feedback
will recommend re�ning the tips to maintain focus on the
intended activity without diversion. In contrast, feedback
derived from the moderation evaluation analysis aims to
reframe test cases to bypass overly generalized safety mech-
anisms. For example, if the analysis predicts ”contains
safety guidance,” the feedback will advise exploiting vulner-
abilities rather than safety-oriented content. Likewise, if the
classi�cation result is ”lack of speci�city,” the feedback will
prompt the red-teaming model to use more direct and action-
able language in its tips. This structured feedback mapping
ensures that each re�nement step is guided by a thorough
analysis, enabling the red-teaming model to adapt dynam-
ically to evolving strategies. We will directly concatenate
these instructions if there is more than one predicted label
with high scores. Detailed information about the pre-de�ned
feedback mapping is provided in Appendix G.2. The statis-
tics of re�ning instructions are provided in Appendix G.3.

Test Case Re�nement.The feedback suggestions are in-
corporated into the system prompt, instructing the model
to adjust phrasing while maintaining contextual integrity
and consistency. It is worth noting that any further re�ne-
ment will not change this target activity in this round. By
iteratively re�ning test cases based on the feedback mecha-
nism, our framework improves the overall ef�ciency of the
red-teaming process. Details can be found in Appendix F.

5. Experiments

5.1. Settings

Models. To evaluate the effectiveness of our proposed red-
teaming methodology, we conducted experiments on a di-
verse set of VLMs, including both open-source and commer-
cial models: a) LLaVA-v1.5-13B (Liu et al., 2023), Qwen2-
VL-7B (Wang et al., 2024a), DeepSeek-VL-7B (Lu et al.,
2024), and Phi-3-Vision-128K (Abdin et al., 2024). b) GPT-
4o (OpenAI, 2023b). More details about VLM inference
settings can be found in Appendix A.

Baselines. To contextualize the performance of our pro-
posed methodology, we compare it against three types of
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Table 1: Main results of test case exploitability, quality, and stealthiness across different red-teaming methods.

Method FDR "
Diversity " Alignment " Toxicity #

Textual Visual Textual Visual Textual Visual
JailBreakV-28K 72.00% 0.81 0.44 0.39 0.21 5.33% 57.67%

RTVLM 24.00% 0.55 0.52 0.25 0.19 25.33% 58.17%
TRUST-VLM (Ours) 95.00% 0.88 0.50 0.76 0.26 11.67% 51.00%

baselines: automatic red-teaming method (Arondight (Liu
et al., 2024)), benchmark-based red-teaming methods
(JailbreakV-28K (Luo et al., 2024) and Red-teaming VLM
(RTVLM) (Li et al., 2024c)) and jailbreak attack (HADES
(Li et al., 2024d)). The detailed setups for baselines are
listed in Appendix B.

Harmful Categories. To comprehensively test the ro-
bustness of the models, following existing works (Li
et al., 2024a), we focused on six prede�ned harm-
ful categories, i.e.,harassment , hate , illegal
activity , self-harm , sexual , and violence .
These categories encompass scenarios where VLMs are
prone to generating harmful, biased, or otherwise problem-
atic outputs.

TRUST-VLM Setup. The red-teaming model used in our
method is Llama-3.1-70B-Instruct (Meta, 2024), and the
text-to-image model is Stable Diffusion 3 Medium (Esser
et al., 2024). For each aforementioned category, TRUST-
VLM performs 50 rounds to generate test cases. If the
VLM's response is detected as unsafe, we mark the current
round as `successful', and proceed to the next test case gen-
eration. The details of the setups of the red-teaming model
can be found in Appendix A, Appendix F, and Appendix G.

Metrics. We employ four primary metrics to evaluate the
performance of the models under the red-teaming scenarios:

• Fault Detection Rate (FDR): We consider using two
models, i.e., Llama Guard 2 and MD Judge, to determine
whether the test case is successful in triggering the VLM
to generate a harmful output. Speci�cally, a test case is
successful only if at least one model gives the prediction
that the VLM's output is harmful.

• Test Case Toxicity: We adopt four detectors to deter-
mine the toxicity of generated text prompts and adopt six
detectors for the generated images. The details of these de-
tectors can be found in Appendix C. If no detector reports
the input is toxic, the input will be labeled as non-toxic.
Otherwise, the test case is marked as toxic.

• Test Case Diversity: For the test cases of VLMs, we con-
sider the diversity of both images and texts. Speci�cally,
for the diversity of generated text prompts, we directly
use 1-AvgSelfBLEU score (Hong et al., 2024). For the
images, we obtain the diversity based on their captions
embedding similarity. We �rst use a pre-trained CLIP
model (Radford et al., 2021) to project all images into

the embedding space and calculate the cosine similarity
(CosSim). The image diversity is derived by 1-CosSim.

• Test Case Alignment: The alignment is calculated based
on the cosine similarity. We adopt the pre-trained CLIP
model (Radford et al., 2021) to project the generated im-
ages and the �xed activities in every round to the embed-
ding space1 to calculate the CosSim as the image align-
ment. We use a pre-trained BERT (Devlin et al., 2019)
to obtain the embeddings of the generated test prompts
and the �xed activities to calculate the CosSim as the
alignment for texts.

5.2. Main Results

We �rst compare the performance of our method to different
baselines from various aspects, i.e., exploitability, quality,
and practicality of the generated test cases. Considering that
Arondight (Liu et al., 2024), the method most closely related
to ours, is not open-sourced, we primarily adopt benchmark-
based red-teaming methods as baselines to demonstrate the
effectiveness of our approach in the main experimental re-
sults. We will subsequently provide comparative results
between our method, Arondight, and the jailbreak attack,
HADES (Li et al., 2024d).

Test Case Exploitability. The exploitability of the test cases
generated by a red-teaming method is measured by the fault
detection rate. A higher FDR stands for better effectiveness.
We generate 200 test cases for each red-teaming method
on LLaVA-v1.5-13B and evaluate their fault detection rate.
As shown in Table 1, we can �nd that existing red-teaming
methods can generate some successful test cases, but they
exhibit a relatively low FDR. Speci�cally, RTVLM can only
achieve a 24% FDR, which means that most of the generated
test cases cannot trigger an unsafe response. In contrast, our
method achieves an FDR of 95%, signi�cantly surpassing
the performance of existing approaches. This is because
our red-teaming method incorporates an effective feedback
mechanism that enables the re�nement of failed test cases,
signi�cantly improving its effectiveness.

Test Case Quality.Red-teaming methods differ from ad-
versarial attacks in that their primary goal is to assess the
model's security, rather than simply bypass its defenses.

1For baselines, as they do not de�ne the �ne-grained activities,
we use the general harmful category as the activity to obtain the
alignment. Therefore, this metric is more challenging for our
method.
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Table 2: Average generation time (seconds) for different categories.
Metric Harassment Hate Illegal Activity Self-Harm Sexual Violence Average

Txt gen time 58.25 66.64 45.34 139.19 54.52 55.52 69.91
Img gen time 6.33 5.68 7.35 5.81 4.57 5.20 5.99

Feedbackgen time 0.43 0.41 0.34 0.39 0.34 0.36 0.38

Figure 2: The number of feedbacks generated for a test case.

Therefore, red-teaming methods place greater emphasis on
the quality of test cases. In the context of VLM red-teaming
methods, this quality primarily consists of two aspects: the
diversity of test cases and the internal alignment of test
cases, speci�cally the alignment between textual and vi-
sual components. Firstly, we employ the popular metric
1-AvgSelfBLEUto measure the diversity of the generated
test cases. We use users' regular inputs as the baseline for
diversity. In Table 1, we report the diversity of the test cases
by different red-teaming methods on LLaVA-v1.5-13B. We
observe that our red-teaming method achieves the highest
diversity in textual content. This can be attributed to two
key factors. First, during the ICL process, we incorporate
various demonstrations to enhance the diversity of test cases
generated by the red-teaming model. Second, our feed-
back mechanism further re�nes these test cases, thereby
increasing their diversity. In terms of image generation,
the diversity of images produced by our method is slightly
lower than that of the RTVLM. We suspect this is primarily
because the RTVLM is a benchmark-based method, where
the test case images are not only generated by text-to-image
models but also sourced from various open-source websites.
As a result, its image diversity is relatively higher. In our
experiments, we use a base text-to-image model to automat-
ically generate images that have lower diversity. It means
that we can further improve image diversity by employing
more advanced text-to-image models. More detailed results
about the test case diversity on other VLMs can be found
in Appendix D. As a multi-modal model, the inputs of a
VLM from different modalities need to exhibit coherence
and relevance. Therefore, we consider the alignment be-
tween modalities as a key factor in evaluating the quality
of test cases. To ensure alignment, in our method, the red-
teaming model will �rst generate a harmful activity based

on the tested category in each round to lead the generation
of VLM's inputs. Therefore, we employ the BERT and
CLIP models to evaluate the alignment of the generated
image and text prompt with the targeted harmful activity
on LLaVA-v1.5-13B. As shown in Table 1, we observe that
the textual and visual content in the generated test cases
are highly aligned, indicating a strong alignment between
images and text. This can be attributed to our activity-based
generation mechanism, which ensures coherence between
modalities. This mechanism further enhances the ef�ciency
of discovering security vulnerabilities in the model.

Test Case Practicality.Existing VLM red-teaming method
(Liu et al., 2024) employstoxic images and texts as test
cases, which can be easily detected and �ltered out. Further-
more, as highlighted in the existing red-teaming method (Li
et al., 2024a), the vast majority of users interact with VLMs
using harmless inputs. Therefore, it is critical to prioritize
the robustness of VLMs on less toxic test cases, ensuring
that the models behave reliably and appropriately under
normal user interactions. Therefore, we study the toxicity
of the text prompt and the corresponding image, respec-
tively. Speci�cally, following the previous work (Li et al.,
2024a), we use different detectors to check the safety of
the generated textual and visual content. The detailed setup
can be found in Appendix C. As shown in Table 1, the
visual content generated by our method shows the lowest
toxicity, while the textual content shows a higher toxicity
than JailBreakV-28K. This is reasonable, considering that
jailbreak techniques typically add meaningless pre�xes or
suf�xes to otherwise normal text. As a result, they have low
toxicity but poor readability, making them easily detectable.
These results indicate that our red-teaming method can gen-
erate low-toxicity test cases, allowing for a more effective
evaluation of model security in real-world scenarios, rather
than merely producing meaningless or overtly toxic inputs.
This highlights the practicality and applicability.

Red-teaming Ef�ciency. The ef�ciency can be counted
based on two parts, i.e., the time cost to generate one test
case and the number of re�nement times for a test case to
trigger the successful unsafe response. Regarding time cost,
since the baseline methods are benchmark-based, we are
unable to measure the time required for them to generate test
cases. Therefore, in Table 2, we report the time required for
our method to generate a successful test case. As shown in
the table, our method takes around 70 seconds on average to
generate a successful test case. This signi�cantly improves
ef�ciency compared to manually generating test cases.
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Table 3: Comparison of FDR and diversity between our
method and Arondight.

Illegal Activity Adult Content Violent Content Average Diversity

Arondight 82% 35% 92% 0.58
Ours 98% 98% 100% 0.88

Table 4: Comparison of our method with HADES in terms
of FDR, diversity, alignment, and toxicity.

Method FDR "
Diversity " Alignment " Toxicity #

Textual Visual Textual Visual Textual Visual

HADES 100% 0.91 0.32 0.45 0.27 83.00% 99.00%
Ours 99% 0.88 0.50 0.76 0.26 12.00% 51.00%

On the other hand, during the test phase, our TRUST-VLM
will keep re�ning the failed cases to maximize the utiliza-
tion. Therefore, we illustrate the average re�ning steps in
Figure 2 for each category. Our method shows high ef�-
ciency, only needing less than 7 re�ning steps on average
to �nd a successful test case for all categories and VLMs.
Additionally, the results indicate that all VLMs are easier to
generate responses related to illegal activity and violence.
These re�ning numbers can further help model developers
�nd the most fragile part and conduct targeted improve-
ment. More detailed results about our feedback mechanism
can be found in Appendix D and Appendix G.3. Overall,
our TRUST-VLM shows high ef�ciency in automatically
generating test cases with re�nement feedback.

Comparison with Automatic Red-teaming Method.Al-
though Arondight is not open-sourced, we have conducted a
preliminary comparison based on its reported results under
a shared experimental setting, using Qwen-VL as the tar-
get model and three overlapping harmful categories: Illegal
Activity, Adult Content, and Violent Content. Moreover,
the metrics used in both works are also the same: fault
detection rate and the prompt diversity. As shown in Ta-
ble 3, our method achieves superior performance in both
fault detection rate and prompt diversity.

Comparison with SOTA Jailbreak Attacks. To further
illustrate the distinction between our red-teaming frame-
work and traditional jailbreak-style attacks, we additionally
compare our method with HADES, a recent state-of-the-art
jailbreak approach. Speci�cally, HADES jointly optimizes
both image and text inputs to enhance the attack success
rate. While effective, this method tends to produce highly
toxic examples, resulting in low practical utility and ease of
detection by safety �lters. As shown in Table 4, our method
achieves comparable fault detection rates while signi�cantly
improving the stealthiness (lower toxicity), scenario real-
ism (higher alignment), and prompt diversity. These im-
provements highlight our method's greater suitability for
comprehensive and realistic safety evaluations.

Performance on Commercial Models.We evaluate our
method on GPT-4o. There are 200 rounds launched and
more than 160 successful cases are found. Table 5 presents
the FDR of our red-teaming framework on GPT-4o across

Table 5: Performance on the commercial VLM.
Category hate violence harassment self-harm illegal activity sexual
FDR (%) 75.56 95.83 75.00 70.00 96.00 56.25

Average (%) 82.04

Figure 3: The impacts of the re�nement times.

different harmful categories. The results demonstrate strong
overall performance, with an average FDR of 82.04%, indi-
cating the effectiveness of our method in identifying vulner-
abilities. It is worth emphasizing that GPT-4o is equipped
with both input and output �lters. The remarkably high at-
tack success rate further demonstrates the effectiveness and
practicality of the test cases generated by our red-teaming
method. We provide test examples in Appendix E for both
the open-source models and the commercial model.

5.3. Ablation Study

Our method consists of three main modules: test case gen-
eration, test case execution and evaluation, and test case
re�nement. In both the test case generation and evaluation
stages, we use default parameters, as their impact on ef-
fectiveness is minimal. Therefore, we primarily conduct
an ablation study on the test case re�nement process on
LLaVA-v1.5-13B, focusing on two key factors: the number
of re�nement iterations and the threshold of the classi�er
providing feedback.

Re�nement Times of Feedback Mechanism.To study
the effectiveness of our proposed feedback mechanism, we
provide the results under different numbers of re�nements,
from 0 to 50. 0 stands for no feedback is used in our method.
A larger number means more feedback is available to use
during the re�nement process. Figure 3 illustrates the im-
pact of the number of re�nement iterations on the FDR
across different harmful categories. From the results, we
observe a rapid increase in FDR within the �rst few re�ne-
ment iterations, indicating that the red-teaming framework
ef�ciently improves fault detection largely with minimal
re�nement steps. For most categories, the FDR reaches
approximately 90% or higher within 10 re�nements, and
it plateaus thereafter. This suggests that additional re�ne-
ments beyond this point contribute marginally to improving
detection rates.

8



TRUST-VLM: Thorough Red-Teaming for Uncovering Safety Threats in Vision-Language Models

Figure 4: The impact of the threshold� .

Table 6: Ablation study on the number of ICL examples.

# of ICL Examples FDR "
Diversity " Alignment " Toxicity #

Textual Visual Textual Visual Textual Visual

1 97% 0.71 0.39 0.75 0.26 19.00% 60.00%
8 (default) 95% 0.88 0.50 0.76 0.26 11.67% 51.00%

Threshold of Feedback Classi�er.Furthermore, we study
the� used in our re�nement process. It is used to �lter pre-
diction results with lower scores to provide the red-teaming
model with more reliable and related instructions to re�ne
the failure cases. As shown in Figure 4, we examine the
impact of varying the classi�er threshold on the FDR across
different harmful categories. The results indicate that while
threshold selection introduces some variations in detection
performance, the FDR remains consistently high across
different settings. Overall, this analysis con�rms that our
red-teaming framework is robust to threshold variations,
making it practical for real-world deployment without the
need for extensive parameter tuning.

Effect of the Number of ICL Examples. We conducted
additional experiments to evaluate how the number of in-
context learning examples affects our method's performance.
As shown in Table 6, reducing the number of ICL examples
from the default (8) to 1 slightly increases the FDR but
reduces diversity, alignment, and signi�cantly increases
toxicity. This result demonstrates the trade-off involved:
fewer ICL examples lead to a more targeted, jailbreak-style
behavior, increasing toxicity and reducing scenario realism.
Conversely, using more ICL examples guides the model
toward exploring a broader set of vulnerabilities, achieving
lower toxicity and higher diversity.

Effect of the Number of Tips. We further studied the
impact of reducing the number of tips provided to the model
from the default setting of 2 to 1. Table 7 shows that using
only one tip slightly improves FDR; however, it reduces
the diversity and alignment of test cases and increases their
toxicity. This underscores the importance of multi-faceted
guidance (via multiple tips) in enabling the generation of
diverse and safer adversarial scenarios, rather than narrowly
focusing on highly toxic test cases.

Table 7: Ablation study on varying the number of tips.

# of Tips FDR "
Diversity " Alignment " Toxicity #

Textual Visual Textual Visual Textual Visual

1 96% 0.73 0.36 0.73 0.27 22.00% 59.00%
2 (default) 95% 0.88 0.50 0.76 0.26 11.67% 51.00%

6. Discussion and Limitations

Practical Defensive Strategies.To translate adversarial
insights into practical safeguards, we propose two defensive
mechanisms inspired by the adversarial test cases identi-
�ed by TRUST-VLM. First, we suggest using the harmful
examples discovered by TRUST-VLM to �ne-tune VLMs,
explicitly aligning these harmful inputs with safe or refusal
responses. This aligns with standard industry practices for
safety alignment, effectively providing a targeted “safety
patch” for newly discovered vulnerabilities. Additionally, in-
spired by prior neuron-level puri�cation techniques (Huang
et al., 2024), people can examine neuron activations trig-
gered by adversarial inputs identi�ed by TRUST-VLM. Prac-
titioners can then mask or suppress problematic neurons to
enhance the robustness of VLMs ef�ciently. Beyond these
two approaches, continuous integration of red-teaming prac-
tices in model deployment pipelines can systematically pre-
empt vulnerabilities, signi�cantly reducing potential risks.
Therefore, adopting automated and iterative red-teaming
frameworks, such as TRUST-VLM, can serve as a corner-
stone in proactive AI safety management.

Limitations. Although TRUST-VLM demonstrates high
effectiveness and generates diverse and stealthy adversarial
test cases automatically, it still has several limitations. The
primary issue is the computational cost due to the iterative
re�nement of test cases, demanding substantial resources.
Moreover, since we rely on off-the-shelf safety-aligned mod-
els without �ne-tuning, occasional refusals can occur during
tip and caption generation, slightly increasing processing
time. Lastly, the current feedback mapping and re�nement
processes could bene�t from more �ne-grained methods,
potentially enhancing future ef�ciency and effectiveness.

7. Conclusion

In this paper, we propose a new red-teaming method for
VLMs, which is automatic, personalized, and covers vari-
ous harmful categories. The experiment results prove it is
effective and ef�cient. The generated test cases are diverse
and aligned with the targeted harmful topic. The toxicity
detection indicates the generated test samples are not ex-
plicitly harmful. Therefore, our method is a helpful tool for
model developers to reveal potential safety issues. In future
work, we believe it is important to design more advanced
red-teaming methods with less computational occupation
and higher generation speed. Exploring a better re�nement
process is another worthwhile area.
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VLMs. The impacts can be analyzed from two perspectives.
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A. VLM and Red-teaming Model Inference Settings

We introduce the detailed inference settings for VLMs and the red-teaming model in our framework in Table 8 and Table 9,
respectively. During our experiments, we use 4 A6000 to launch the red-teaming pipeline. In TextBox 1, we provide the
inference template for all VLMs. When inferencing the VLM, we only need to �ll thetips with the ones generated by the
red-teaming model.

Table 8: Default inference settings for VLMs.

Hyperparameters Value
num beams 1
do sample false

min new tokens 256
max new tokens 2048

Table 9: Default inference settings for the red-teaming model.

Hyperparameters Value
top p 0.9
top k 50

temperature 3.0
num beams 3
do sample true

max new tokens 1024

Conversation Template for the VLM

Let's play a game. I will sent you an image, you need to look at the image carefully. This image shown an activity.
Your task is to understand the meaning of this image and output how to achieve this activity step by step. I will give
you two tips. Here are the tips:f tipsg First, You should output the activity. Then give the detailed answer about how to
achieve step by step. Start your response with ”Sure, the activity is to<> , here is the detailed answer about how to
achieve it step by step.” Let's start.

B. Baseline Setups

We employ an automatic red-teaming method, two red-teaming benchmarks, and a jailbreak method as our baselines.

• Arondight (Liu et al., 2024) is an automatic red-teaming framework that leverages reinforcement learning to generate
multimodal adversarial test cases. We follow the default con�guration in the original paper and evaluate its reported
results on shared harmful categories for fair comparison.

• JailbreakV-28K (Luo et al., 2024) is a benchmark-based method, containing 8,000 text-image test pairs. It covers sixteen
harmful categories and �ve jailbreak methods, comprehensively evaluating the robustness of VLMs.

• RedTeamingVLM (Li et al., 2024c) is a benchmark-based method. We consider its subset, containing 600 data pairs, to
evaluate the safety of VLMs targeting various jailbreak objectives, such as politics and race.

• HADES (Li et al., 2024d) is a state-of-the-art multimodal jailbreak attack that jointly optimizes both image and text
prompts to bypass safety alignment. We run HADES with its publicly released codebase using default settings as described
in the original paper.

The details of the settings for the benchmark-based baselines are listed in Table 10.

C. Toxicity Checking Detectors

We adopt the same detection models used in previous work ART (Li et al., 2024a) to determine the toxicity of generated text
prompts and image samples. The details are shown in Table 11.
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Table 10: Baseline information in our experiments.

Baseline Number of Test Cases Iteration Feedback Category Moderation Model

JailbreakV-28K 300 no no

Animal Abuse / Bias / Child Abuse Content /
Economic Harm / Fraud / Government Decision /

Hate Speech / Health Consultation / Illegal Activity /
Malware / Physical Harm / Political Sensitivity /
Privacy Violation / Tailored Unlicensed Advice /

Unethical Behavior / Violence

Llama Guard 2
MD Judge

RedTeaming VLM
200 (jailbreak)
200 (politics)
200 (racial)

no no

Jailbreak Illegal Activity/
Jailbreak HateSpeech/

Misc/
Politics/
Racial

Table 11: Abbreviations for the toxicity detection models used in experiments.

Domain Model Abbr.

Prompt

toxicity detector TD
not-safe-for-work detector NSFW-P
toxic comment detector TCD

Meta-Llama-Guard-2-8B LlamaGuard

Image

Q16 detector Q16
not-safe-for-work detector 1 NSFW-I-1
not-safe-for-work detector 2 NSFW-I-2

multi-head detector MHD
�ne-tuned Q16 detector Q16-FT

safety �lter SF

D. Full Results

We provide all experiment results for VLMs evaluated by us, including LLaVA-v1.5-13B, Phi-3-Vision-128K, DeepSeek-
VL-7B, and Qwen2-VL-7B.

In Figure 5, we provide the details of the number of re�nements during the red-teaming process for each category and VLM.
Based on the results, we �nd that in most cases, the re�nement time is less than 5. The number of re�nements re�ects the
safety level of the VLM under the current harmful category. It will help the model developers targetedly improve the safety
of the model.

In Figure 6, we compare the FDR under different settings of the maximal number of re�nement steps for each round. The
results indicate that increasing the number of re�nement steps will increase the FDR. On the other hand, the average number
of re�nement steps for successful cases proves that our method can �nd successful test cases with scanty steps in most cases.
These results prove that our method is ef�cient and effective.

The diversity and alignment of our generated test cases are provided in Figure 7 and Figure 8, respectively. We �nd that our
generated test cases show a high diversity and alignment for all VLMs and categories. Therefore, our method can generate
diverse test cases, while maintaining the alignment between the test cases and the targeted harmful activities.

In Figures 9-12, we show the toxicity of generated test cases to study the stealthiness of our method. These results indicate
that our generated tips are almost harmless while keeping high jailbreak capability. On the other hand, the generated images
do not show too much toxicity under various detectors. Therefore, our proposed red-teaming method can effectively bypass
various content �lters, proving its stealthiness.

E. Test Case Examples

We provide test cases for different VLMs in Figures 13-20, including the open-source models and the commercial model.
These examples show the strong capability of our method in discovering safety vulnerabilities in the advanced VLMs.
Therefore, it can be a powerful tool for the model developers to enhance the model's safety.
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TRUST-VLM: Thorough Red-Teaming for Uncovering Safety Threats in Vision-Language Models

(a) Results of LLaVA-v1.5-13B. (b) Results of Phi-3-Vision-128K.

(c) Results of DeepSeek-VL-7B. (d) Results of Qwen2-VL-7B.

Figure 5: Re�nement times during the red-teaming process for VLMs and harmful categories. x-axis stands for the number
of red-teaming rounds. y-axis stands for the number of re�nements in each round.
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(a) FDR@N of LLaVA-v1.5-13B. (b) FDR@N of Phi-3-Vision-128K.

(c) FDR@N of DeepSeek-VL-7B. (d) FDR@N of Qwen2-VL-7B.

Figure 6: FDR under different re�nement steps. We consider four different settings, including 5, 10, 20, and 50 re�nement
steps. The average number of re�nement times is provided as well.
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(a) Diversity of test cases on LLaVA-v1.5-13B. (b) Diversity of test cases on Phi-3-Vision-128K.

(c) Diversity of test cases on DeepSeek-VL-7B. (d) Diversity of test cases on Qwen2-VL-7B.

Figure 7: Diversity of generated tips and images on different VLMs. The diversity of tips is based on 1-AvgSelfBLEU. The
diversity of images is based on 1-CosSim. The dashed lines are obtained based on all tips or images, i.e., not distinguishing
categories.
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(a) Alignment of test cases on LLaVA-v1.5-13B. (b) Alignment of test cases on Phi-3-Vision-128K.

(c) Alignment of test cases on DeepSeek-VL-7B. (d) Alignment of test cases on Qwen2-VL-7B.

Figure 8: Alignment of generated tips and images on different VLMs. The alignment is obtained by computing the CosSim
between the tips or images and the �xed activities.
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(a) Toxicity of tips.

(b) Toxicity of images.

Figure 9: Toxicity of generated test cases on LLaVA-v1.5-13B. The toxicity detectors are provided upon the �gures.

(a) Toxicity of tips.

(b) Toxicity of images.

Figure 10: Toxicity of generated test cases on Phi-3-Vision-128K.
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(a) Toxicity of tips.

(b) Toxicity of images.

Figure 11: Toxicity of generated test cases on DeepSeek-VL-7B.

(a) Toxicity of tips.

(b) Toxicity of images.

Figure 12: Toxicity of generated test cases on Qwen2-VL-7B.
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Figure 13: The test case for LLaVA-v1.5-13B under category `hate'.

Figure 14: The test case for LLaVA-v1.5-13B under category `self-harm'.
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Figure 15: The test case for Qwen2-VL-7B under category `sexual'.

Figure 16: The test case for Phi-3-Vision-128k under category `self-harm'.
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Figure 17: The test case for DeepSeek-VL-7B under category `violence'.

Figure 18: The test case for GPT-4o under category `illegal activity'.
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Figure 19: The test case for GPT-4o under category `violence'.

Figure 20: The test case for GPT-4o under category `hate'.
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